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800 years of research to understand a complex world

San Zeno, Verona, around 1320
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Motivation: Unsupervised Clustering

I Group previously unstructured data into groups (clusters) which contain
observations that are similar in some sense

I The investigator is willing to let the data speak (suggest sensible clusters)

I Many clustering methods have been developed over the past 50 years based on

I distance measures, e.g. such as k-means [MacQueen, 1967]
I finite mixture models

[Banfield and Raftery, 1993, Bensmail et al., 1997, Dasgupta and Raftery, 1998,
Fraley and Raftery, 2002], recent review: [Grün, 2019]
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Why is unsupervised clustering challenging?

I Assume that N subjects should be grouped into K clusters.
I Find an optimal partition among all possible partitions S = (S1, . . . , SN), where

Si ∈ {1, . . . ,K}.

I Challenges:

I Not clear how to measure optimality.
I Search in the rather large space I =

⊗N
i=1{1, . . . ,K}, increasing rapidly with the

number of subjects N and the number of clusters K , e.g. K = 3:

I N = 10: 59049 different allocations
I N = 100: roughly 5 · 1047 different allocations

I The number of clusters is unknown.
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Outline of the talk

I Finite mixtures in Bayesian cluster analysis

I The generalized mixture of finite mixtures model

I Telescoping sampler

I Applied finite mixture analysis

I Bridging finite and BNP mixtures
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Finite mixture models

I Observations y = (y1, · · · , yN) are an iid sample from a mixture distribution:

p(yi |ϑ) =
K∑

k=1
ηk fT (yi |θk),

I K is the number of components;
I the component densities fT (y|θk) arise from the same distribution T (θ);
I θ1, . . . ,θK vary over the components;
I η = (η1, . . . , ηK ) are the component weights,

∑K
k=1 ηk = 1, ηk ≥ 0.

I Usually, group membership of the observations is unknown.
I Latent allocation variables (S1, . . . , SN) with Si ∈ {1, . . . ,K} are introduced to

indicate the component from which each observation is drawn:

p(yi |Si = k) = fT (yi |θk), Pr(Si = k) = ηk .
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For more details see . . .

2006 2019
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(Bayesian) Cluster analysis: a stylized example

with obviously two clusters
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(Bayesian) Cluster analysis: a stylized example

Fitting a mixture with two components (K = 2) . . .

. . .
identifies two clusters

(yi and yj belong to the same cluster, iff Si = Sj)

Finite mixtures in Bayesian cluster analysis 10 / 59



(Bayesian) Cluster analysis: a stylized example

Fitting a mixture with two components (K = 2) . . .

. . .
identifies two clusters

(yi and yj belong to the same cluster, iff Si = Sj)

Finite mixtures in Bayesian cluster analysis 10 / 59



(Bayesian) Cluster analysis: a stylized example

Fitting a mixture with five components (K = 5) . . .

I also identifies two clusters
I components 3 and 4 are used for clustering the data
I components 1, 2, and 5 remain “empty”
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K+ = K - A statistical perspective

I Denote the number of observations allocated to component k by

Nk =
N∑
i=1

I{Si = k}, k = 1, . . . ,K .

I Apriori, the occupation numbers are random:

(N1, . . . ,NK ) ∼ MulNom (N ; η1, . . . , ηK ) .

I Multinomial sampling may lead to partitions with empty groups with Nk = 0.
I Fewer than K nonempty mixture components may be used to cluster the data and

the resulting partition contains K+ < K clusters:

K+ = K −
K∑

k=1
I{Nk = 0}.
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Mixture components versus data clusters

I In mixture analysis it is important to distinguish between:
I K : the number of components in the mixture distribution.
I K+: the number of clusters in the data set

I In a finite sample the number of components K+ used to generate the data (i.e.
number of filled components) might be lower than K .

I K+ is a random variable and can take a priori values K+ < K with probability
depending on N , K , and the weights η = (η1, . . . , ηK ).
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The importance of the Dirichlet prior

I Assume a symmetric Dirichlet prior η = (η1, . . . , ηK ) ∼ DK (γ) on the weight
distribution

I The hyperparameter γ exercises strong influence on prior of the weight distribution,
e.g. for K = 3:

left: γ = 4, middle: γ = 0.05, right: γ = 0.005
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Sparse finite mixtures

I Sparse finite mixtures combine a large K with a (very) small values of γ
[Malsiner Walli et al., 2016], [Malsiner Walli et al., 2017]

I Overfitting mixture in the sense of [Rousseau and Mengersen, 2011], but focus on
the prior on η.

I K+ is random with an implicit prior p(K+|γ,N ,K ) concentrating on K+ < K , e.g.
K = 10, N = 100:

γ = 4 γ = 0.05 γ = 0.005

8 9 10
K+

1 2 3 4 5 6 7 8
K+

1 2 3 4
K+
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A fully Bayesian perspective

I In mixture analysis it is important to distinguish between:
I K : the number of components in the mixture distribution.
I K+: the number of clusters in the data set

I Both K and K+ are usually unknown and have to be estimated from the data.
I From a Bayesian perspective, the most natural approach is to treat them as

unknown parameters and put priors on them:

I Prior on K is explicitly defined.
I Prior on K+ is implicitly defined through priors on K and the weights (and depends

on N).
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Generalized mixture of finite mixtures (MFM) model

I A fully Bayesian mixture model is defined in a hierarchical way:
K ∼ p(K ),

η1, . . . , ηK |K , γK ∼ DK (γK ),
Si |K , η1, . . . , ηK ∼M(1; η1, . . . , ηK ), independently for i = 1, . . . ,N ,

φ ∼ p(φ),
θk |φ ∼ p(θk |φ), independently for k = 1, . . . ,K ,

yi |K , Si = k ,θk ∼ fT (yi |θk), independently for i = 1, . . . ,N .

I Generic framework with no specific restrictions on

I fT (·|θk) (parametric family),
I observations yi can be univariate or multivariate, continuous, discrete-valued,

mixed-type, time series data, outcomes of a regression model, . . .
I the prior p(K ) (e.g., parametric pmf, δ{Kfix}, δ{∞}, . . . ),
I and ...
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Static versus dynamic MFMs

I ... the sequence {γK},K = 1, 2, . . .

I In a generalized MFM (SFS, Malsiner-Walli and Grün, 2021), the sequence {γK}
can either be fixed or assumed to depend on K .

I We consider two specific types of generalized MFMs:

I Static MFMs with hyperparameter γ
([Richardson and Green, 1997], [Miller and Harrison, 2018] assume γ = 1):

γK ≡ γ.

I Dynamic (adaptive) MFMs with hyperparameter α
[McCullagh and Yang, 2008], [Guha et al., 2019]:

γK = α

K .
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Induced partitions

I The latent indicators S = (S1, . . . , SN) define a random partition C of the N data
points into K+ clusters [Hartigan, 1990]

I We can look at the implicit prior p(C) and study the influence of

I the hyperparameters γ = (γ1, γ2, . . .)
I the prior p(K )
I and N

I The prior on the partitions is also called exchangeable probability partition function
(EPPF).
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The exchangeable probability partition function

I EPPF for finite mixtures with K fixed well-known for static mixtures
[Casella et al., 2004, Lau and Green, 2007]:

p(C|N,K , γ) = K !
(K − K+)!

Γ(Kγ)
Γ(Kγ + N)

K+∏
k=1

Γ(Nk + γ)
Γ(γ) .

I For generalized finite mixture with hyperparameter γK :

p(C|N,K , γK ) = K !
(K − K+)!

Γ(KγK )
Γ(KγK + N)

K+∏
k=1

Γ(Nk + γK )
Γ(γK ) .
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The exchangeable probability partition function

I EPPF for a generalized MFM with hyperparameter γ = (γ1, γ2, . . .) and a prior on
K :

p(C|N,γ) =
∞∑

K=1
p(C|N,K , γK )p(K ).

I Closed form summation for a static MFM with γK ≡ γ
[Gnedin and Pitman, 2006, Miller and Harrison, 2018] (Gibbs-type prior).

I Recursive algorithm to determine functionals of p(C|N ,γ) such as the prior of the
number of clusters for generalized MFM (SFS, Malsiner-Walli and Grün, 2021).
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More about the implicit prior on the partitions

I [Greve et al., 2022]: “Spying on the indicators”
I functionals of the implicit prior distribution p(K+|N,γ) of K+;
I implicit prior distribution of symmetric functional of N1, . . . ,NK+ such as the

entropy
I R-package fipp
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Example: Prior expectations E(K+|γ,N)
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Outline
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I Finite mixtures in Bayesian cluster analysis

I The generalized mixture of finite mixtures model

I Telescoping sampler

I Applied finite mixture analysis

I Bridging finite and BNP mixtures
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Bayesian inference for generalized MFMs

I A trans-dimensional sampler is required.

I Traditional methods:

I Reversible Jump MCMC (RJMCMC) developed for static MFMs
[Richardson and Green, 1997, Robert et al., 2000] (can be extended to dynamic
MFMs)

I Chinese Restaurant Process (CRP) based sampling schemes developed for BNP
analysis [Jain and Neal, 2004], [Jain and Neal, 2007],[Miller and Harrison, 2018];

I Telescoping Sampling:

I suggested in SFS, Malsiner-Walli and Grün (2021) for dynamic MFMs;
I easy to implement: generic sampler for arbitrary component densities;
I works also for static MFM with a “gap” between K and K+.
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The Telescoping Sampler

I Exploits the exchangeable probability partition function (EPPF) of a MFM (similar
to the CRP sampler)

I K is introduced as a latent variable (as in RJMCMC);
I Sample the number of components K given the partition C:

p(K |C, γK ) ∝ p(C|γK ,K )p(K )

∝ K !
(K − K+)!

Γ(KγK )
Γ(KγK + N)

K+∏
k=1

Γ(Nk + γK )
Γ(1 + γK ) p(K ).

I Combined with any MCMC algorithm for any finite mixture with a fixed number of
components K , e.g. Gibbs sampling [Diebolt and Robert, 1994]
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MCMC scheme

1. Update the partition C by sampling Si ∈ {1, . . . ,K} from

Pr(Si = k|ηK ,θ1, . . . ,θK , yi ,K ) ∝ ηk f (yi |θk)

and determine K+ =
∑K

k=1 I{Nk > 0}, where Nk = #{i |Si = k},

2. Conditional on C, update parameters of filled components and hyperparameters:

I Sample θk , for the components k = 1, . . . ,K+, from p(θk |S, y, φ).
I Sample the hyperparameter φ from p(φ|θ1, . . . ,θK+ ,K+).

3. NEW: conditional on C, i.e. K+ and {Nk},

I sample K from p(K |C, γγγ) ∝ p(K )p(C|γK ,K ,N)
I If K > K+: add K −K+ empty components and sample θk |φ from the prior p(θk |φ)

4. Sample ηK |K , γK ,S ∼ D(e1, . . . , eK ), where ek = γK + Nk .
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Prior choices in applied mixture analysis

I Dynamic versus static: recommend to use the dynamic version with γK = α/K ;

I Assume that α is a random hyperparameter α ∼ F (6, 3)
I Prior on K : translated BNB distribution, K − 1 ∼ BNB (αλ, aπ, bπ)

I translated Poisson distribution K − 1|λ ∼ P (λ);
I adding a hierarchical Gamma prior λ|β ∼ G (αλ, β) ⇒

translated negative-binomial distribution, K − 1|β ∼ NegBin (αλ, β);
(reduces to the translated geometric distribution K − 1|β ∼ Geo (π) with success
probability π = β/(1 + β) for αλ = 1)

I adding a hierarchical Beta prior π ∼ B (aπ, bπ) ⇒
translated beta-negative-binomial distribution K − 1 ∼ BNB (αλ, aπ, bπ).

I Finite prior expectation E(K+) <∞, if aπ > 1.
I In practice: K − 1 ∼ BNB (1, 4, 3)
I Derived in [Grazian et al., 2020] from a loss-based perspective
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I Derived in [Grazian et al., 2020] from a loss-based perspective

Applied finite mixture analysis 30 / 59



The beta-negative-binomial distribution

BNB prior

1 2 3 4 5 6 7 8 9 10

0.0

0.2

0.4

K

p(
K

)

K − 1 ~ BNB(1, 1, 1)

K − 1 ~ BNB(1, 4, 3)

K − 1 ~ BNB(2, 1, 2)

K − 1 ~ BNB(9, 4, 3)
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Univariate mixture of normals

I Univariate mixture of normals with a prior on K ∼ p(K ):

p(yi |ϑ) =
K∑

k=1
ηk fT (yi |θk),

fT (yi |θk) = fN(yi ;µk , σ2k).

I How many data clusters are in the Galaxy data set
[Richardson and Green, 1997, Grün et al., 2022]?

I Prior choices are very influential for this data set [Aitkin, 2001]. Our recommended
prior

K − 1 ∼ BNB (1, 4, 3) , γK = α/K , α ∼ F (6, 3)

yields 3 clusters.
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Application to Galaxy data

top right: [Richardson and Green, 1997], top middle: [Miller and Harrison, 2018]
bottom left: K − 1 ∼ BNB (1, 4, 3),γK = α/K , α ∼ F (6, 3)

K − 1 ~ BNB(1, 4, 3) K − 1 ~ Geo(0.1) K ~ U{1, 30}

S
tatic, γ=

1
D

ynam
ic, α

=
1

D
ynam

ic, α
~

F(6, 3)

1 2 3 4 5 6 7 8 9 10 1 2 3 4 5 6 7 8 9 10 1 2 3 4 5 6 7 8 9 10
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Posteriors of K (dashed blue lines, triangles) and K+ (solid red lines, circles)
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Changing the clustering kernel: multivariate Gaussian mixtures

I Multivariate continuous data yi

I Multivariate Gaussian mixture with a prior on K ∼ p(K ):

p(yi |ϑ) =
K∑

k=1
ηk fT (yi |θk),

fT (yi |θk) = fN(yi ;µk ,Σk).

I Carefully designed hierarchical prior on Σk [Malsiner Walli et al., 2016]
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Applications to Thyroid data

I Data provided by mclust [Scrucca et al., 2016], N = 215
I five-dimensional laboratory test variables measuring the thyroid gland function
I operation diagnosis observed (three potential groups: normal, hyper- or

hypofunction of the thyroid gland).

RT3U

0
5

15
25

● ●

●

●
●
●

●●●

●

●

●
●

●
●

●●
●

●

●●
● ●

●

●

●

● ●
●●

●

●

●●

●
●

●● ●
● ●●

●
●

●●
●

●

●
●

●●

●●
●

●
●

●●

●●
●

●●●

●

●

●

●

●

●

●

●●●
●

●

●

●

●

●

● ●●
●

●
●●

●●
●

●

●●

●

●
●

●
●

●
●

●●

●
●●

●

●
●

●

●

●
●
●

●●●
●
●●

●

●

●
●

●

●●
● ●

● ●

●
●

●

●

●
● ●

●●●● ●

●

●

●

●

●

●●

●●
●

●
●

●
●

●

●

●

●

●

●

●

●

●

●
●

●
● ●

●

●
●

●

●

●

●

●

●

●
●

●

●

●

●

●

● ●●
●

●
●
●
●

●●

●

●
●● ●

●

●
●●
●● ●

●
●

●●●●

●
●

●
●●

●
●

●●

●●

●
●

● ●
●
●●

●
●●●

●● ●
● ● ●●●

●
●●● ●
●

●
● ●

● ●
●

●

●
●

●
●

●
●

●
●

●
●●●
●

●
●●●

●
●

●●●●
●

●
●●

●
●

●
●

●
● ●●
● ●●

● ●
●

●
●

●
●

●
●

● ●●●
●●●

● ●●●
●●● ●●

●
● ●

●
●
●●

●●
●●

●●●
●

●
●●●

●
●

●
●● ●

●
●
●

●
●

●
●

●●●
●

● ●●
●

●

●
●

●

●

●●

● ●

●

●

●

●

●

●

●

●

●

●

●

●

●

●

●

●
●

● ●

●●

●

●

●●

●

●

●

●

●

●

●

●

●

●
●

●
●
●●
●●

●

●

●●
●

●
●

●
●

●
● ●

●●
●

●●●

0
20

40

● ● ●●●●●●●●●● ●
●

●●●●●●●● ●● ●● ● ●●● ●●●● ●●●● ●● ●● ●●●●● ●● ●●● ●●● ●● ●●●●● ●●●● ●● ●●● ● ●●●● ●● ● ●●● ●● ●● ●●●●● ●●● ●●●● ●●● ●●● ●●●● ●● ●●●●●●● ●●●●● ●●●●● ● ●● ●● ●● ●● ● ●●●●● ● ●● ●●●●● ●●●● ●● ●●● ●●●● ●● ●● ● ●● ●●● ●●●● ● ●●● ● ●● ●

●

●

● ●

●

●
●●

●

●

●

●

●● ●
●

●
●

●

●●

●

●

●

●
●

●
●●●

80 120

●
●

●●●

●
●

●

●
●●● ●● ●●

●
●

●●●● ●
●

●
●

● ●●● ●●
●

●
●●●●

●● ●
●

●
●
●

●
●

●●

●

●
● ●●● ●● ●●

●●● ●
●
●

● ●
● ●●● ● ●●

●● ●● ●
●

●
●

●●
●

● ●●
●

●●
●●

●
●●●●

●
●● ●●●

●●●●
●

● ●●●
●

●●● ●●
●

●●
●●●●● ● ●●

●●
●
● ●

● ●
●

●●●● ● ●● ●●●
●● ●●●● ●● ●●● ●●●● ●● ●● ● ●● ●●● ●●●● ● ●●● ● ●● ●

●

●

●
●●

●

●

●

●
●

●

●

●

●

●
●

●

●

●

●
●

●
●

●

●

●
●●

●

●

0 5 15 25

●
●

●

●
●●

●
●

● ●●
●

●
●

●

●●
●

●
●

● ●
●

●

●

●
●

●

●
●

●
●

●

●

●●
●
●

●

●

●

●

●

●●

●●

●

●

●

●●

●
●

●

●

●

●

●
●

●●

●●●

●

●

●

●

●

●

●

●
●

●
●

●

●
●

● ●

●

●
●

●
●

●●

●
●

●
● ●

●

●
● ●

●

●

●●

●●

●

●●

● ●

●

●

●●

●●
●●●

●●●

●
●

●
●

●
●
●

●

●

●

●
●

● ●
●

●
●

●

●●●
●

●
●

●

●

● ●
●●

●

●●

●

●

●

●

●

●

●
● ●●

●

●

●

●

●

●

●

●

●●

●
●

●

●

●

●

●

●

●

●

●

●

●
●

●

●●

●

●

●●●
●

●

●
●

●●
●

●

●

●
●●

●

●

●●

●

●
●
●

T4

●
●

●
● ●
●

●
●●

●●

●
●

●●
●
●●

●
●● ●

●● ●
● ●●●●

●
●●● ●
●

●
●●
●●

●

●

●
●
●

●
●

●
●

●

●
●●●

●
●

●●●
●

●
●●●●
●

●
●●

●
●

●
●

●
● ●●
●● ●

●●●
●

●
●
●

●
●

●● ●
●

●● ●

●● ●●
●●●●●

●
●●

●
●

●●
● ●

●●
●●●
●

●
●●●
●
●

●
●●●

●
●

●
●

●
●
●

●●●
●
● ●●

●
●

●
●
●

●

●●

●●

●

●

●

●

●

●

●

●

●

●

●

●

●

●

●

●
●

●●

●●

●

●

●●

●

●

●

●

●

●

●

●

●

●
●

●
●

●●
●●

●

●

●●
●

●
●

●
●

●
●●

●●
●
●●●

●● ●● ●● ●●● ●● ●●
●

●●●● ●●● ●●● ●● ●●●●● ●●● ●●●●●●●● ●●●●●● ●● ●●●●●●●●●●●● ●●●● ●● ●● ● ●●●●● ●● ●● ●●●●● ●●●●● ●● ●● ●● ●●● ●● ●●●●● ● ●●● ●●●● ●●●●●●● ●●●● ●● ●●●● ●● ●● ●●●●●●●● ●● ●● ●●● ●●● ●●●● ● ●● ● ●● ● ●● ●●●●● ●●● ●● ●● ●● ●●● ●●

●

●

●●

●

●
● ●

●

●

●

●

● ●●
●
●

●

●

●●

●

●

●

●
●

●
●●●

●
●

●● ●

●
●
●

●
●● ●●●●●

●
●

●●● ●●
●

●
●

●●●●● ●
●
●

●●●●
●●●●

●
●

●
●

●
● ●

●

●
●●●●●●●●

●●● ●
●

●
● ●
● ●● ● ●●●●● ●● ●

●
●

●
●●

●
●●●●

● ●
● ●

●
●● ●●

●
●● ●●

●
●● ● ●

●
● ●●●

●
●●●●●

●

● ●
●●● ●●

●●●
● ●

●
●●

●●
●

●●●●● ●● ●● ●
●● ●●● ●●●● ● ●● ● ●● ● ●● ●●●●● ●●● ●● ●● ●● ●●● ●●

●

●

●
●●

●

●

●

●
●

●

●

●

●

●
●
●

●

●

●
●

●
●

●

●

●
●●

●

●

●
●

●

●
●●
●

●

●●●
●
●

●

●

●●●
●

●

●●
●
●

●

●
●

●

●
●

●
●
●

●

●●
●

●

●

●

●

●

●

● ●

●●

●

●

●

●●

●
●

●

●

●

●

●
●

● ●

●●●

●

●

●

●

●

●

●

●
●

●
●

●

●
●

●●

●

●
●

●
●

●●

●
●

●
●●

●

●
●●

●

●

●●

●●

●

●●

●●

●

●

● ●

●●
●●●

●●●

●
●

●
●

●
●

●

●

●

●

●
●

●●
●

●
●

●

●●●
●

●
●

●

●

● ●
●●

●

●●

●

●

●

●

●

●

●
● ●●

●

●

●

●

●

●

●

●

● ●

●
●
●

●

●

●

●

●

●

●

●

●

●
●

●

●●

●

●

●●●
●

●

●
●

●●
●

●

●

●
●●

●

●

●●

●

●
●
●

● ●

●

●
●

●

● ●●

●

●

●
●

●
●

●●
●

●

●●
●●

●

●

●

●●
●●

●

●

●●

●
●

●●●
●●●

●
●

●●
●

●

●
●

●●

●●
●
●

●
●●

●●
●

●●●

●

●

●

●

●

●

●

●●●
●

●

●

●

●

●

●●
●

●

●
●●

●●
●

●

●●

●

●
●

●
●

●
●

●●

●
●●

●

●
●

●

●

●
●

●

●●●
●
●●

●

●

●
●

●

● ●
● ●

●●

●
●

●

●

●
●●

●●●● ●

●

●

●

●

●

●●

●●
●

●
●

●
●

●

●

●

●

●

●

●

●

●

●
●

●
●●

●

●
●

●

●

●

●

●

●

●
●

●

●

●

●

●

● ●●
●

●
●

●
●

●●

●

●
●● ●

●

●
●●

●●●

●
●

●●●●

T3

● ●●●●●● ●●●● ●●
●

●●●●●●●●●●●●●●●●● ●●●●●●●●●●● ●● ●●●●●●●●●●●●●●●●● ●●●●●●●●●● ●●●●●●●●●●●●●●● ●●●●●●●●●●●●●●●●●●●●●●●●● ●●●●●●●●●●●●●●● ●● ●●● ●●●●●●●●●●● ●●●●● ●●● ●●● ●● ●●● ●● ● ●●● ●● ●●● ●●● ●●●● ●● ●● ●● ● ●●

●

●

● ●

●

●
● ●

●

●

●

●

● ●●
●

●
●

●

●●

●

●

●

●
●

●
●●●

0 2 4 6 8

●
●

●●●

●
●

●

●
●● ●●●●●
●
●

●●●●●
●
●

●
●●●●● ●

●
●
●●●●
●●●●

●
●

●
●

●
●●

●

●
●●●●●●●●

●● ●●
●
●

●●
●●●● ●●●

●●●●●
●
●

●
●●
●

● ●●
●

●●
●●
●

●●●●
●
●●●●
●
●●●●
●

●● ●●
●
●●●●●

●

●●
●●●● ●● ●●

● ●
●

●●
●●
●

●●●● ●●
●●● ●

●● ●●● ●● ●●● ●● ● ●●● ●● ●●● ●●● ●●●● ●● ●● ●● ● ●●

●

●

●
●●

●

●

●

●
●

●

●

●

●

●
●

●

●

●

●
●

●
●

●

●

●
●●

●

●

0 20 40

●
●

●

●
●●
●
●

●●●
●
●

●

●

●●
●
●
●

●●
●
●

●

●
●

●

●
●

●
●
●

●

●●
●
●

●

●

●

●

●

●●

●●

●

●

●

●●

●
●

●

●

●

●

●
●
●●

●●●

●

●

●

●

●

●

●

●
●

●
●

●

●
●

●●

●

●
●

●
●

●●

●
●
●
●●

●

●
●●
●

●

●●

●●

●

●●

●●

●

●

●●

●●
●●●

●●●

●
●

●
●

●
●
●

●

●

●

●
●

●●
●

●
●

●

●●●
●

●
●

●

●

●●
●●

●

●●

●

●

●

●

●

●

●
●●●

●

●

●

●

●

●

●

●

●●

●
●
●

●

●

●

●

●

●

●

●

●

●
●

●

● ●

●

●

● ● ●
●

●

●
●

●●
●

●

●

●
● ●

●

●

●●

●

●
●
●

●●

●

●
●
●

●●●

●

●

●
●

●
●
●●
●

●

●●
●●

●

●

●

●●
●●
●

●

●●

●
●
●●●
●●●

●
●

●●
●

●

●
●

●●

●●
●
●
●
●●

●●
●

●●●

●

●

●

●

●

●

●

●●●
●

●

●

●

●

●

●●
●
●

●
●●

●●
●

●

●●

●

●
●

●
●

●
●

●●

●
●●

●

●
●
●

●

●
●
●

●●●
●
●●
●

●

●
●

●

●●
●●

●●

●
●

●

●

●
●●
●●●●●

●

●

●

●

●

●●

●●
●

●
●

●
●

●

●

●

●

●

●

●

●

●

●
●

●
●●

●

●
●

●

●

●

●

●

●

●
●
●

●

●

●

●

●● ●
●

●
●

●
●

●●

●

●
●●●

●

●
●●

● ●●

●
●

●●●●

●
●
●
●●
●
●
●●

●●

●
●

●●
●
●●
●
●●●
●●●
●●●●●
●
●●●●●
●
●●
●●
●

●

●
●
●
●
●
●
●
●

●
●●●
●
●
●●●
●
●
●●●●
●
●
●●●
●
●
●
●
●●●
●●●
●●●
●
●
●
●
●
●
●●●●
●●●

●●●●
●●●●●
●
●●●
●
●●
●●
●●
●●●
●
●

●●●
●
●
●
●●●

●
●
●
●
●
●
●
●●●
●
●●●
●
●

●
●
●

●

●●

●●

●

●

●

●

●

●

●

●

●

●

●

●

●

●

●

●
●

●●

●●

●

●

●●

●

●

●

●

●

●

●

●

●

●
●

●
●

● ●
●●

●

●

●●
●

●
●

●
●

●
●●

●●
●

●●●

TSH

●
●
●●●

●
●
●

●
●●●
●●●●●
●
●●●●●
●
●
●
●●●●●●
●
●
●●●●
●●●●
●
●
●
●
●
●●

●

●
●●●●●●●●
●●●●
●
●
●●
●●
●●●●●●●
●●●
●
●
●
●●
●
●●●●
●●●●
●
●●●●
●
●●●●
●
●●●●
●
●●●●
●
●●●
●●
●

●●
●●●●●
●●●

●●
●
●●
●●
●
●●●●●●
●●●●
●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●

●

●

●
● ●

●

●

●

●
●

●

●

●

●

●
●

●

●

●

●
●

●
●

●

●

●
●●

●

●

80
12

0

●
●

●

●
● ●

●
●

●●●
●
●

●

●

●●●
●
●

●●
●

●

●

●
●

●

●
●

●
●

●

●

●●
●
●

●

●

●

●

●

● ●

●●

●

●

●

●●

●
●

●

●

●

●

●
●
●●

●●●

●

●

●

●

●

●

●

●
●

●
●

●

●
●

●●

●

●
●

●
●

●●

●
●
●

●●

●

●
●●
●

●

●●

●●

●

●●

●●

●

●

●●

●●
●●●

●●●

●
●

●
●

●
●
●

●

●

●

●
●

●●
●

●
●

●

●●●
●

●
●

●

●

●●
●●

●

●●

●

●

●

●

●

●

●
●●●

●

●

●

●

●

●

●

●

●●

●
●
●

●

●

●

●

●

●

●

●

●

●
●

●

●●

●

●

●●●
●

●

●
●

●●
●

●

●

●
●●

●

●

●●

●

●
●

●

●●

●

●
●

●

●●●

●

●

●
●

●
●
●●
●

●

●●
●●

●

●

●

●●
●●
●

●

●●

●
●
●●●
●●●

●
●

●●
●

●

●
●

●●

●●
●

●
●
●●

●●
●

●●●

●

●

●

●

●

●

●

●●●
●

●

●

●

●

●

●●● ●

●
●●

●●
●

●

● ●

●

●
●

●
●

●
●

●●

●
●●

●

●
●

●

●

●
●

●

●●●
●
●●

●

●

●
●

●

●●
●●

●●

●
●

●

●

●
●●

●●●●●

●

●

●

●

●

●●

●●
●

●
●

●
●

●

●

●

●

●

●

●

●

●

●
●

●
●●

●

●
●

●

●

●

●

●

●

●
●
●

●

●

●

●

●●●
●

●
●

●
●

●●

●

●
●● ●

●

●
● ●
●●●

●
●

●● ●●

0
2

4
6

8

●
●

●
●●

●
●

●●

●●

●
●

●●
●

●●
●
●●●

●●●
●●●●●

●
●●●●
●
●
●●
●●

●

●

●
●

●
●

●
●

●
●

●
●●●
●
●
●●●
●

●
●●●
●
●

●
●●●
●
●
●

●
●●●
● ●●
●●

●
●

●
●
●

●
●
●●● ●

●●●

●●●●
●●●●●
●
●●
●
●
●●
●●

●●
●●●

●
●

●●●
●
●
●
●●●

●
●

●
●

●
●

●
●●●
●
●●●
●
●

●
●
●

●

●●

●●

●

●

●

●

●

●

●

●

●

●

●

●

●

●

●

●
●

●●

●●

●

●

●●

●

●

●

●

●

●

●

●

●

●
●

●
●

●●
●●

●

●

●●
●

●
●

●
●

●
●●

●●
●

● ●●

●●●●● ●●●●●●●●
●
●●●●●●●●●●●●●●●●●●●●●●●●●●●●●● ●●●●● ●●●●●●●●●●●●●●●●●●●●●●●●●●●●●● ●●●●● ●●●●●●●●● ●●●●●●●●●●●●●●●●●●●●●●●●●●●●● ●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●

●

●

●●

●

●
● ●

●

●

●

●

● ●●
●

●
●

●

● ●

●

●

●

●
●

●
● ●●

0 20 40

0
20

40

DTSH

Applied finite mixture analysis 35 / 59



Applications to Thyroid data

Prior choices: K − 1 ∼ BNB (1, 4, 3), γK = α/K , α ∼ F (6, 3)

0 500 1000 1500 2000

0
5

10
15

Trace plot of K (grey) and K+ (red)

iteration

1 2 3 4 5 6 7 8 9 10

Posterior of K (grey) und K+ (red)

K/K+

0.
0

0.
2

0.
4

0.
6

0.
8

1.
0

Trace plot of TS (left) and posterior of K and K+ (right)

Applied finite mixture analysis 36 / 59



Changing the clustering kernel: latent class analysis

I Data yi = (yi1, . . . , yir)
′ are r -dimensional binary vectors of 0s and 1s

I Latent class analysis with a prior on K ∼ p(K ):

p(yi |K ) =
K∑

k=1
ηk fT (yi |θk),

fT (yi |θk) =
r∏

j=1
π
yij
k,j(1− πk,j)1−yij ,

where Pr(yi j = 1|Si = k) = πk,j .

Applied finite mixture analysis 37 / 59



Changing the clustering kernel: latent class analysis

I Data yi = (yi1, . . . , yir)
′ are r -dimensional binary vectors of 0s and 1s

I Latent class analysis with a prior on K ∼ p(K ):

p(yi |K ) =
K∑

k=1
ηk fT (yi |θk),

fT (yi |θk) =
r∏

j=1
π
yij
k,j(1− πk,j)1−yij ,

where Pr(yi j = 1|Si = k) = πk,j .

Applied finite mixture analysis 37 / 59



Application to Mozambique data

I Data from the Demographics and Health Survey (DHS) for Mozambique from
2003.

I N = 11, 922 women
I 10 binary variables indicate which source / channel was used to get information on

HIV (radio, TV, newspapers/magazines, posters, clinic/healthworker, church,
school, community meetings, friends/relatives and working place).

I Aim: cluster women into groups according to the information sources on HIV they
use.
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Application to Mozambique data

Prior choices: K − 1 ∼ BNB (1, 4, 3), γK = α/K , α ∼ F (6, 3)

Trace plot of TS (left) and posterior of K and K+ (right)
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Application to Mozambique data

church/comm TV friends modern
AIDSINFO-RADIO 0.51 0.98 0.76 0.95
AIDSINFO-TV 0.03 0.97 0.00 0.87
AIDSINFO-NEWS 0.03 0.23 0.00 0.99
AIDSINFO-POSTER 0.13 0.07 0.03 0.88
AIDSINFO-WKR 0.29 0.02 0.02 0.13
AIDSINFO-CHURCH 0.47 0.05 0.07 0.09
AIDSINFO-SCHOOL 0.17 0.20 0.06 0.26
AIDSINFO-COMM 0.76 0.05 0.15 0.06
AIDSINFO-FRND 0.01 0.45 0.58 0.37
AIDSINFO-WORK 0.08 0.02 0.01 0.11
Size 0.04 0.19 0.75 0.02
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Changing the clustering kernel: Mixture of factor analyzers

I Multivariate continuous data yi of dimension m;

I Multivariate Gaussian mixture with a prior on K ∼ p(K ):

p(yi |ϑ) =
K∑

k=1
ηk fT (yi |θk),

fT (yi |θk) = fN(yi ;µk ,Ωk), Ωk = ΛkΛ>k + Σk .

I Covariance matrix Ωk modelled through a factor model with Λk ∈ <m×rk where
the factor dimension rk < m is unknown.
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Application to Euro zone inflation data

Model Number of clusters Number of factors
Generalized MFA 2 4 & 1
IMIFA [Murphy et al., 2020] 9 17 in each cluster
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Outline

Part :
I Finite mixtures in Bayesian cluster analysis

I The generalized mixture of finite mixtures model

I Telescoping sampler

I Applied finite mixture analysis

I Bridging finite and BNP mixtures
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BNP mixtures

I Random probability measure priors like the Dirichlet process GDP ∼ DP (α,G0)
[Ferguson, 1973, Ferguson, 1974] lead to infinite mixtures:

p(y) =
∫

fT (y|θ)GDP(dθ) =
∞∑
k=1

ηk fT (y|θk),

where ηk are random weights such that ∑∞
k=1 ηk = 1 almost surely.

I The stick-breaking representation [Sethuraman, 1994] defines the weights in
terms of a sequence v1, v2, v3, . . . of independent random variables (the sticks):

η1 = v1, η2 = (1− v1)v2, ηk = vk
k−1∏
j=1

(1− vj),

where vk ∼ B (1, α) for Dirichlet process mixtures.
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Relation of dynamic MFMs to DPMs

I Sparse finite mixtures with γK = α
K converge to a DPM with GDP ∼ DP (α,G0)

as K increases [Green and Richardson, 2001]

I Often used to approximate a DPM.
I Putting a prior p(K ) on the “hyperparameter” K yields the dynamic MFM.
I The EPPF converges to the Ewens distribution pDP(C|N , α), as the prior puts

increasing mass on large values of K :

p(C|N , α) = pDP(C|N , α)×
∞∑

K=K+

p(K )RK ,α
K+ , lim

K→∞
RK ,α
K+ = 1.

I The dynamic MFM is a flexible natural generalization of the DPM beyond
Gibbs-type priors.
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Relation to Pitman-Yor process mixtures

I Pitman-Yor process mixtures (PYPM) PY(β, α) with reinforcement parameter
β ∈ [0, 1), α > −β [Pitman and Yor, 1997]:

vk ∼ B (1− β, α + kβ)

I reduces to DPMs for β = 0

I PYPM where β < 0 and α = K |β| with K ∈ N [De Blasi et al., 2015]:

I Yields a mixture with infinitely many components, of which only K have non-zero
weights, with the symmetric Dirichlet distribution DK (|β|) acting as prior.
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Bridging generalized MFMs and PYP mixtures

I Finite mixtures with a fixed number of components K <∞:
[Gnedin and Pitman, 2006]:

(a) A static finite mixture with γ > 0 is equivalent to the PYPM PY(−γ,Kγ).
(b) A dynamic finite mixture with γK = α/K is equivalent to the PYPM PY(−α/K , α).

I Finite mixtures with a prior p(K ) on K :

(a) A static MFM with hyperparameter γ is equivalent to PYPMs PY(−γ,Kγ) which
are mixed over the concentration parameter αK = Kγ with prior p(K ), while the
reinforcement parameter β = −γ is kept fixed [De Blasi et al., 2013]

(b) A dynamic MFM with hyperparameter α is related to PYPMs PY(−α/K , α) which
are mixed over the reinforcement parameter βK = −α/K with prior p(K ), while the
concentration parameter α is kept fixed.

(b) Yields a model beyond the class of Gibbs-type priors.
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A lot remains to be done . . .

I Semi-parametric component densities in the spirit of [Malsiner Walli et al., 2017]:

fT (yi |θk) =
Lk∑
`=1

wk`fT (yi |θk`)

I Are other definitions of γK useful?
I How to extend this to mixture-of-experts and Markov switching models?
I Posterior consistency for the number of clusters for generalized MFMs under

correctly specified and misspecified components [Guha et al., 2019]
I R-package bmbclust?

Bridging finite and BNP mixtures 48 / 59



A lot remains to be done . . .

I Semi-parametric component densities in the spirit of [Malsiner Walli et al., 2017]:

fT (yi |θk) =
Lk∑
`=1

wk`fT (yi |θk`)

I Are other definitions of γK useful?

I How to extend this to mixture-of-experts and Markov switching models?
I Posterior consistency for the number of clusters for generalized MFMs under

correctly specified and misspecified components [Guha et al., 2019]
I R-package bmbclust?

Bridging finite and BNP mixtures 48 / 59



A lot remains to be done . . .

I Semi-parametric component densities in the spirit of [Malsiner Walli et al., 2017]:

fT (yi |θk) =
Lk∑
`=1

wk`fT (yi |θk`)

I Are other definitions of γK useful?
I How to extend this to mixture-of-experts and Markov switching models?

I Posterior consistency for the number of clusters for generalized MFMs under
correctly specified and misspecified components [Guha et al., 2019]

I R-package bmbclust?

Bridging finite and BNP mixtures 48 / 59



A lot remains to be done . . .

I Semi-parametric component densities in the spirit of [Malsiner Walli et al., 2017]:

fT (yi |θk) =
Lk∑
`=1

wk`fT (yi |θk`)

I Are other definitions of γK useful?
I How to extend this to mixture-of-experts and Markov switching models?
I Posterior consistency for the number of clusters for generalized MFMs under

correctly specified and misspecified components [Guha et al., 2019]

I R-package bmbclust?

Bridging finite and BNP mixtures 48 / 59



A lot remains to be done . . .

I Semi-parametric component densities in the spirit of [Malsiner Walli et al., 2017]:

fT (yi |θk) =
Lk∑
`=1

wk`fT (yi |θk`)

I Are other definitions of γK useful?
I How to extend this to mixture-of-experts and Markov switching models?
I Posterior consistency for the number of clusters for generalized MFMs under

correctly specified and misspecified components [Guha et al., 2019]
I R-package bmbclust?

Bridging finite and BNP mixtures 48 / 59



Concluding Q & A about finite mixtures

I Has the number of components K to be known, if I want to use finite mixtures for
clustering?
No, put a prior on K and check implicit priors, e.g. p(K+|N), using the
fipp-package.

I If K is unknown, do I have to implement a complicated trans-dimensional MCMC
sampler?
No, you can use the telescoping sampler.

I Are finite mixtures less flexible than BNP mixtures such as Dirichlet process
mixtures (DPM)?
No, dynamic MFMs are more general than DPMs and are very closely related to
mixtures of Pitman-Yor process mixtures with negative reinforcement parameter.
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